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Abstract—Today’s Systems-on-Chips (SoCs) comprise general/special
purpose programmable processors and specialized hardware modules
referred to as accelerators. These accelerators serve as co-processors and
are invoked through software or firmware. Thus, verifying SoCs requires
co-verification of hardware with software/firmware. Co-verification using
cycle-accurate hardware models is often not scalable, and requires
hardware abstractions. Among various abstractions, architecture-level
abstractions are very effective as they retain only the software visible
state. An Instruction-Set Architecture (ISA) serves this role for processors
and such ISA-like abstractions are also desirable for accelerators.
Manually creating such abstractions for accelerators is tedious and
error-prone, and there is a growing need for automation in deriving
them from existing Register-Transfer Level (RTL) implementations. An
important part of this automation is determining which state variables
to retain in the abstract model. For processors and accelerators, this
set of variables is naturally the Architectural State Variables (ASVs) –
variables that are persistent across instructions. This paper presents the
first work to automatically determine ASVs of processors and accelerators
from their RTL implementations. We propose three novel algorithms
based on different characteristics of ASVs. Each algorithm provides a
sound abstraction, i.e., an over-approximate set of ASVs. The quality of
the abstraction is measured by the size of the set of ASVs computed.
Experiments on several processors and accelerators demonstrate that
these algorithms perform best in different cases, and by combining them
a high quality set of ASVs can be found in reasonable time.

Index Terms—Hardware verification, accelerators, architectural ab-
straction, taint analysis, model checking

I. INTRODUCTION

Modern systems-on-chips (SoCs) consist of not only general/spe-
cial purpose programmable processors and peripheral devices, but
also specialized hardware modules referred to as accelerators [1].
These accelerators often function as co-processors that are invoked
through software or firmware. Verifying such SoCs is challenging
especially for system-level properties involving both hardware (HW)
and software/firmware (SW/FW). Co-verification of cycle-accurate
hardware models with software using co-simulation is slow and their
formal co-verification not scalable. Thus co-verification often uses
high-level abstractions of hardware designs [2]–[5].

For programmable processors, an Instruction-Set Architecture
(ISA) is a very effective abstraction for hardware. It hides lower-
level implementation details and exposes only the architecture-level
behavior that is visible to software. Thus, the ISA abstraction is
widely used for verifying software/firmware [3], [6]–[9]. However,
accelerators often lack such ISA specifications. More recently, a
general architecture-level abstraction has been proposed for both
processors and accelerators, called the Instruction-Level Abstraction
(ILA) [10]. ILAs have been used for SoC functional and security
verification with accelerators [11], [12]. However, the ILA-based
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abstractions are usually created manually, which is tedious and error-
prone. There has been some work on using semi-automatic template-
based synthesis for creating ILAs [11], but expertise is still needed
for writing the template, and the template size is comparable to
the final ILA size, limiting the value of this automation. Often the
Register-Transfer Level (RTL) implementation of a hardware design
is available, and it is desirable to automatically derive an architecture-
level abstraction from this. These abstractions can be consistent with
RTL by construction, and thus can be used with high confidence for
system-level verification.

An important part of generating the architecture-level abstractions
is to determine which state variables to retain in the abstract model
and which state variables to abstract away. For processors, the set
to retain is naturally the Architectural State Variables (ASVs), the
variables that are persistent across instructions. For example, ASVs
for x86 include general-purpose registers, FLAGS register, program
counter, etc. The recent ILA work has a similar notion of ASVs
for accelerators as the state variables that are persistent across the
commands presented at the accelerator interface (these commands
are the accelerator instructions in the ILA). Thus, extracting ASVs
from RTL implementations is the first and critical step in determining
architecture-level abstractions for processors 1 and accelerators –
this step is the focus of our paper. (The second part of deriving this
abstraction: automatically generating the state update function for the
ASVs for each instruction, is beyond the scope of this paper.)

Specifically, we propose three algorithms for extracting ASVs
based on different ASV characteristics. Each algorithm provides an
over-approximate set of ASVs, i.e., the inclusion of the actual ASVs
is guaranteed. This ensures that the resulting abstraction is sound.
The quality of the abstraction is measured by the size of the set
of ASVs extracted – smaller is better. We have implemented these
algorithms and present an experimental evaluation on several general-
purpose processors and accelerators. Our experiments demonstrate
that different algorithms perform best in different cases, i.e., there is
no clear winner, and by combining them a high quality set of ASVs
can be found in reasonable compute time.

Many previous works for system-level verification have also
used hardware abstractions, such as Hardware Transactions [4],
Transaction-Level Modeling (TLM) [13], [14], and Extended Finite
State Machines (EFSM) [15]. However, only some have focused on
architecture-level abstractions [8]–[10], [16], [17], which is essential
for reasoning about software-visible behavior of hardware. A detailed
comparison with these related efforts is described later (§V).

The contributions of this paper are as follows:

1In our experience we have seen the use of legacy processors/micro-
controllers in SoCs for which the ISA is not available – these can also benefit
from the proposed automation.



• To the best of our knowledge, this is the first work towards
automatic generation of architecture-level abstractions for pro-
cessors and accelerators from RTL designs. Although we focus
only on the first step of automatically determining ASVs, this
is a critical step and itself a challenging problem. We propose
three novel algorithms for extracting ASVs which make use of
different ASV characteristics, and discuss their trade-offs.

• We provide an experimental evaluation of these algorithms using
six non-trivial designs of processors and accelerators from the
OpenCores [18] website or published designs. We discuss in
detail the wins and fails for each algorithm, and give guidelines
for choosing among them, as well as combining them effectively.

II. PRELIMINARIES

A. Target Hardware

Our proposed method can be applied to both general-purpose pro-
cessors and accelerators. We focus on Loosely-Coupled-Accelerators
(LCA) [19], [20], which are widely used in modern SoCs and often
use a Memory-Mapped Input/Output (MMIO) interface. Two features
of LCAs are especially important for our algorithms: 1) a clear
definition of when an instruction is valid, and 2) a clear specification
of the completion condition for each instruction, e.g., by reading the
output or using a polling instruction.

B. Background Techniques

Architectural State Variables (ASVs) are the set of variables that
are persistent across instructions, i.e., the values of the ASVs at the
start of an instruction are sufficient to determine future observable
state changes. In this section we provide a brief description of some
standard techniques used in our algorithms for determining ASVs.

a) Self-composition: Self-composition is a popular technique
for verifying security properties of programs [21], [22]. For exam-
ple, to check for information leaks, two copies of a program are
created with public inputs being the same, while private inputs are
unconstrained. Then the two programs are checked to see if the
public outputs are the same in all possible executions, i.e., there are
no information leaks from private inputs to public outputs. In our
algorithm, self-composition is used to check if a subset of registers
can affect the outputs of the hardware design.

b) Taint analysis: Taint analysis is used in applications such as
information-flow analysis [23]. In taint analysis, a taint is introduced
on some input variables of interest, and each statement in the program
propagates the taint to possibly other variables in the program
(depending on the semantics of the statement), and finally the output
variables of interest are checked to determine whether they are tainted
or not. As with self-composition, we use taint-analysis to check if a
subset of registers can affect the outputs of the hardware design.

c) Liveness analysis: Liveness analysis is widely used in com-
piler optimizations [24]. A variable is live at some point in a program
if its value may be read before the next time the variable is written
to. An ASV has the property that there exists some instruction where
the ASV is live at the start of that instruction, and it is read by that
instruction before any writes to it by that instruction. Therefore, we
use liveness analysis in one of our algorithms.

d) Symbolic verification using model checking: For hardware
models of processors and accelerators, “instructions” are stimuli at the
input signals that are provided by the environment and can possibly
take any allowed value in every clock cycle. Determining the ASVs
requires considering all possible instruction sequences, which makes
it very challenging. Symbolic model checking [25] allows exploring
all possible instruction sequences and is used in our algorithms.

III. ALGORITHMS FOR DETERMINING ASVS

We propose the following three algorithms for determining ASVs.
1) AsvAOD Algorithm: Our first algorithm checks whether a

subset of state variables is sufficient to determine future out-
put behavior using the notion of architectural observational
determinism (defined in §III-A). This is expressed as a 2-
hyperproperty, i.e., a property on two different executions of
the same program. This 2-hyperproperty can be checked using
model checking on a self-composition of the design using known
techniques [21].

2) AsvTA Algorithm: The second algorithm uses taint analysis to
determine if a specific register can affect any output in the future.
We use unbounded model checking to perform symbolic taint
analysis. This approach avoids two copies of the design needed
for self-composition in the AsvAOD algorithm. However, each
register is checked individually, and the proof effort is not reused
across registers.

3) AsvLA Algorithm: The third algorithm combines liveness
analysis with unbounded model checking. In this algorithm all
registers can be checked simultaneously.

We note that there may exist different minimal sets of ASVs. As
a simple example, consider a design with two registers with a fixed
relationship between their values, e.g., they always store some value
n and n+1, respectively. Thus, either one would suffice as an ASV,
with the other being a dependent register – both are not needed.

We designed all three algorithms to identify an over-approximation
of the set of ASVs, i.e., the computed ASV set is guaranteed to
contain all ASVs, and it may sometimes contain non-ASVs also.
This is acceptable for the purpose of deriving a sound high-level
abstraction. The quality of the abstraction is determined by the size
of the set of computed ASVs – smaller is better.

The following sections describe the details of these three algo-
rithms. All three algorithms require users to specify the set of valid
input commands, i.e., instructions. The last two algorithms further
require the completion condition for each instruction.

A. AsvAOD: Checking Architectural Observational Determinism

An RTL design is an FSM M = (S, I,O,R0, N), where S is the
set of state variables (e.g., register or memory), I is the set of input
signals, O is the set of output signals, R0 is the initial reset state, and
N : (S × I) → (S × O) is the transition function. For a subset of
state variables A ⊆ S, we say it preserves architectural observational
determinism (AOD) if the following hyperproperty holds:

∀t, t′ ∈ T, n, n′ ∈ N : (t[n] =A t′[n′]) ∧ (t[n..] ≈I t′[n′..])

=⇒ (t[n..] ≈O t′[n′..]), (1)

where T is the set of infinite traces of M . State equivalence relation
s =x s′ holds whenever states s and s′ are indistinguishable with
respect to variable set x; trace equivalence relation t ≈x t′ holds
whenever traces t and t′ are indistinguishable with respect to variable
set x [26]. In other words, a state variable subset preserves AOD if
it is sufficient to determine future architectural behavior (e.g., output
values) for all possible inputs. Thus, it is necessary and sufficient for
a set of ASVs to preserve AOD. We formulate the problem of finding
the ASVs as an optimization problem of minimizing the state variable
subset that preserves AOD, i.e., satisfies hyperproperty 1 above.

Algorithm 1 describes the optimization procedure. Given the design
M and environment E that constrains inputs to valid instructions, we
first characterize the design and generate groups of state variables
(pool) using cluster analysis in line 1. Each group in pool contains



Algorithm 1: AsvAOD: Minimize AOD-preserving var subset
Input: Design M and environment E
Output: AOD-preserving variable subset A

1 pool, db← Design Analysis(M,E)
2 A← S
3 while pool 6= ∅ do
4 candid← Search Heuristic(A, pool, db)
5 res, db← AOD Check(M,E,A \ candid, db)
6 if res = true then
7 A← A \ candid
8 pool← {p \ candid | ∀p ∈ pool}
9 else cex or undetermined

10 pool← pool \ {candid}

variables with certain similarity, and db is the database holding
the information learned throughout the optimization. In line 2, we
start with a trivial solution, the complete set S, which satisfies
hyperproperty 1 for all deterministic designs. To further minimize the
subset, we iteratively check the candidate group selected by the search
heuristic, which ranks the groups based on the current progress as
well as the previous results (line 4). The main AOD checking (line 5)
is done through model checking and self-composition, a prominent
way of checking 2-safety properties [21], [22]. Based on the result of
the checking, the candidate groups and the AOD-preserving subset
are updated accordingly. The result res is undetermined if the AOD
check using model checking times out. In this case the final result
can be an over-approximation of the set of ASVs.

We now discuss the salient aspects of this algorithm.

1) Design analysis: In preparation for the optimization, we ana-
lyze the design both syntactically and semantically. This is to group
state variables that are likely to have similar behavior (i.e., AOD
preserving or not). For example, we collect the relations between
the state variables based on the design hierarchy from the RTL
description; we distinguish state variables based on their shortest
distance-to-output via model checking; we also synthesize invariants
for state variables using their value ranges and possible encodings.
Based on these characteristics, we generate a number of state variable
groups through cluster analysis that we will check for AOD.

2) Search heuristic: We check AOD for the generated groups in
rank order. The group rank depends on various aspects, such as group
size and the correlation between the group and other previously
checked variables. Group size has the highest importance, as with
larger groups the AOD checks are more aggressive in minimizing
the subset – failed AOD checks (getting counterexamples) are usually
low cost, while the benefit is saving more potential iterations.

3) AOD check: To check if a variable subset is AOD-preserving,
we use self-composition, by making two copies of the design.
However, model checking this property, starting from the reset state
R0, requires aligning the two copies with uneven trace prefixes.
To avoid that, we over-approximate the trace prefixes by having an
arbitrary initial state. We check only the trace suffix equivalence,
and no alignment is required. In response to the false positives
caused by unreachable starting states, we use a CEGAR-style loop
to refine the initial state [27]. To get a coarser refinement that blocks
more unreachable states, we generalize the unreachable states in the
spurious counterexamples based on our design analysis and the AOD-
preserving variables.

B. AsvTA: Taint Analysis based Algorithm

Our second algorithm also determines ASVs by determining
whether the value of a register at the start of an instruction can
affect any output value in the future. However, unlike the AsvAOD
algorithm, it employs taint analysis and avoids constructing a self-
composition. We introduce a taint on an individual register at the
beginning of an instruction, and use taint analysis to determine if
it can affect any future output. This is a necessary condition for
that register to be an ASV. Thus, if it does not affect any future
output, this register is not an ASV. However this is not a sufficient
condition, e.g., our taint analysis is done one register at a time, and
will therefore mark all dependent registers (like the example with n
and n+ 1 discussed earlier) as ASVs, even when only one of them
would suffice. So if a register does affect some future output, it is
labeled as a potential ASV.

Fig. 1: Sequence of Instructions for Taint Analysis

Fig. 1 shows the verification setup in our taint-based algo-
rithm. Note that the design starts from the reset state and exe-
cutes a nondeterministic number of symbolic instructions, shown as
I1, I2, . . . , In∗ , In∗+1, . . . in the figure. The taint analysis starts after
an arbitrary instruction, say In∗ , in the figure.

Algorithm 2: AsvTA: Taint Analysis based Algorithm
Input: Design M and environment E
Output: Potential ASV set A

1 A← {}
2 assum← Generate Instruction Assum(E)
3 asserts← Generate Output Asserts(M)
4 foreach register r ∈M do
5 assum′ ← assum ∧ Generate Taint Assum(r)
6 res← Output Taint Check(M,E, assum′, assert)
7 if res = tainted then
8 A← A ∪ {r}
9 end

10 end

The pseudo-code for our taint analysis algorithm, referred as
AsvTA, is shown in Algorithm 2. It works as follows:

• Line 2. We add an assumption that all previous instructions have
finished before the start of In∗ . This is to make sure that we
are checking the influence of a register r’s value over outputs
of current and later instructions.

• Line 3. We add assertions that taints of outputs are 0, i.e., they
are not affected by the chosen register.

• Line 4. We iterate over each register r.
• Line 5. We set r’s taint to be positive at the start of In∗ . Similar

to previous work [28], the added taint variables are of the same
width as design variables, so that bit-level operations can be
tracked. As a technical detail, its taint is set to positive only
when its value is not same as its reset value, because an ASV
should have reachable values other than its reset value.



• Line 6. We check all output assertions using a model checker,
which performs unbounded analysis.

• Lines 7 to 9. If all assertions are proven to be true, then A is
not an ASV. Otherwise, register r is added to the ASV set A.

Note that our algorithm uses a model checker to symbolically
check if outputs are tainted, similar to a prior work that also uses
taint analysis but for a different application [28]. The advantage
with model checking is that taints can be propagated in a path-
sensitive manner, unlike typical static analysis which is usually path-
insensitive. This improves the precision of the taint analysis, thereby
improving the accuracy of the set of ASVs that we identify.

C. AsvLA: Liveness Analysis based Algorithm

Since AsvTA performs a separate taint analysis per register, the
proof effort is not reused across different registers. To improve upon
this aspect, our third algorithm, called AsvLA, checks all registers
together. It is based on liveness analysis, a standard data-flow analysis
used often in compiler optimizations [24]. An ASV has the property
that there exists some instruction where the ASV is live at the
start of that instruction, and it is read by that instruction before it
is possibly written to by that instruction. Note that such liveness
is a necessary condition for a variable to be an ASV, but not a
sufficient condition, e.g., the value of a register r may be used for a
redundant update to another register, in which case it does not affect
architectural behavior. (More examples can be found in §IV-C.) Thus,
the set of live registers/variables at the start of instructions is an over-
approximation of the set of ASVs.

1) Illustrative example: We first give an overview of our AsvLA
algorithm on a running example.

Fig. 2: A simple circuit for ADD operation

Figure 2 shows a simple circuit for an ADD operation with three
input variables (addr, data, start) and five registers (op1, op2, buff1,
buff2 and sum). The two operands are stored in op1 and op2, and
the result in sum. (Other input/output variables, such as clock, reset,
input valid signal and carry bit are not shown for simplicity.) The
adder circuit has 3 instructions: (1) UPDATE_OP1: sets addr to 1 and
assigns data to op1, (2) UPDATE_OP2: sets addr to 2 and assigns
data to op2, (3) START_COMPUTATION: sets start to 1 and addr
to 0, selects op1 and op2 through the two Muxes, and assigns their
values to buff1 and buff2. The ADD module reads values from buff1
and buff2 and performs the ADD operation.

We can easily determine that both op1 and op2 are ASVs. The
value of op1 at the beginning of START_COMPUTATION affects
the computation result; similarly for op2. Also, they satisfy the
definition of live variables at the start of the instruction: in the
execution of START_COMPUTATION, they are read but not written.
In contrast, buff1 and buff2 are not ASVs. During the execution of
START_COMPUTATION, their values are first over-written by values

of op1 and op2, and these updated values are read by the ADD
module. Thus, they do not satisfy the definition of live registers –
they are written to before being read by ADD.

This example illustrates that a variable’s liveness at the start of
an instruction depends on the relative order in which the instruction
reads from and writes to that variable. To determine this relative
order, we use a modified taint analysis method to record the cycles
in which each register is written to or read from by the instruction. In
particular, we use three kinds of auxiliary variables – write taints, read
flags, and signatures – to record the timing of reading and writing
registers. We then construct properties on these auxiliary variables
and check them using model checking to determine which registers
are read before being possibly written. This set of registers is reported
as ASVs.

Algorithm 3: AsvLA: Liveness Analysis based Algorithm
Input: Design M and environment E
Output: Potential ASV set A

1 A← {}
2 M ′ ← Yosys Simplify(M)
3 foreach statement s ∈M ′ do
4 aux← Generate Auxiliary Variables Statements(s)
5 M ′ ←M ′ ∪ {aux}
6 end
7 assum← Generate Input Assum(M ′, E)
8 assert← Generate Register Asserts(M ′)
9 all results← Liveness Check(M ′, E, assum, assert)

10 foreach result of(r) ∈ all results do
11 if result of(r) = live then
12 A← A ∪ {r}
13 end
14 end

2) Practical Implementation: The pseudo-code for a practical
implementation of our AsvLA algorithm is shown in Algorithm 3. It
works as follows:

• Line 2. Source code simplification. We use Yosys [29] to read
in Verilog RTL designs. Yosys generates an equivalent, simpli-
fied Verilog design (with a smaller subset of logical/arithmetic
operators and conditional logic).

• Lines 3 to 6. In-line code instrumentation. We instrument the
RTL code for a taint-like analysis to track liveness of variables.
The simplified RTL design makes it easier to instrument it with
auxiliary variables and statements that track the reads/writes of
the design variables. For each RTL statement, the instrumented
code is added in-line. Details are described later in §III-C3.

• Line 7. Assumptions generation. Based on the set of valid
instructions and finish conditions provided by the user, we create
a set of assumptions for input variables and input taints for
use in the model checking step. Assumptions on input variables
symbolically specify the set of valid instructions. Assumptions
about input taints specify that they can be positive only when
input variables are constrained by instructions. We also specify
the finish conditions for instructions as predicates on the RTL
design variables.

• Line 8. Assertions generation. An assertion is generated for each
register that it is never read before being written.

• Line 9. Model checking. We use a model checker to check
the assertions. Since modern model checking tools can check



multiple assertions simultaneously, this allows sharing the proof
effort across the check for multiple registers.

• Line 10 to 14. If a counterexample is found for the assertion of
register r, then r is live and is added to the set of ASVs A.

In the assumptions generation step, we assume that there is only
one instruction executing at a time even if the actual RTL design
may have multiple instructions in flight due to pipelining etc. This
is because, in general, instructions are specified as being atomic,
i.e., other instructions see the ASVs only at the end of instruction
execution and thus this assumption does not change the set of ASVs
determined. (There is one exception to this in our case studies –
the start_encrypt instruction for the AES accelerator sets a
“busy” flag which can be read by a polling instruction that reads this
flag before the encrypt instruction completes. Non-atomic instructions
such as this one can be determined from the design documentation,
and we permit other instructions to overlap with these non-atomic
instructions.) Also, similar to the AsvTA algorithm, if the value in a
register at the start of its instruction is the reset value, then it is not
considered to be live at the start of the instruction.

The model checking step considers a sequence of instructions
shown in Fig. 3. Here, Ic symbolically represents any valid instruction
that is checked to see if any register at its start is read by it before
being possibly written. The design starts from the reset state, and
executes a nondeterministic number of instructions before Ic. This
implicitly considers all possible reachable start states for Ic for the
purpose of determining ASVs. Note that we leverage model checking
for constraining the start state for an arbitrary instruction Ic – this
avoids the need to provide reachability invariants.

Fig. 3: Sequence of instructions for Liveness Analysis

3) Tracking Read/Write timing using Auxiliary Variables: We
continue with the motivating example in Fig. 2 to show how auxiliary
variables are added, along with code instrumentation, to track the
timing of reading and writing registers in our liveness analysis. The
code in Fig.4 shows the partial Verilog code for the circuit shown in
Fig. 2, including the auxiliary variables and added code.

Write Taints: The variables ending with “_w” are write taints.
Each variable has its own write taint which has the same bitwidth
and same datatype (wire or reg). All write taints of register type are
initialized to be 0. In the cycle when the instruction being checked
(Ic in Fig. 3) is issued, write taints of input variables become positive.
Then write taints are propagated as illustrated with the code in Fig. 4.

Signatures: We use auxiliary variables called signatures, with the
suffix “_s”, to determine if a register is updated with its old value
when written to (and thus not really changed). This is done by
checking if a register’s next state value has the same signature as
itself. Each register is given a unique non-zero constant signature
(e.g., op1_s is 1, op2_s is 2, etc.) Signatures can be selected to pass
through conditional logic (e.g., Ite and case statements), as shown
in line 4 and line 7 in Fig 4. For arithmetic or logical statements,
signatures are simply blocked as shown in line 10.

With only write taints and no signatures, registers that are simply
assigned their old values can be falsely tainted by the taints from
conditional variables. For example, when UPDATE_OP2 (addr =
2’b10) is issued with positive addr_w, write taints are propagated

Fig. 4: Example of Instrumented Code with Write Taints and Signa-
tures (addr, data and start are input variables)

to line 13, as shown by the red arrow. op1_w is initially zero. Without
line 14, op1_w would be positive in the next cycle even though it is
not written. With signatures propagated as shown by the blue arrow,
op1_s == op1_next_s, so op1_w is not falsely tainted in the
next cycle. The use of op1_w in line 14 is to prevent loss of write
taints after it is tainted.

Fig. 5: Example Instrumented Code for Read Flags and Assertions

Read Flags: Example code with read flag variables for tracking
reads is shown in Fig. 5, where variables ending with “_r” are used to
track when variables are read to update registers. All read flags are of
type wire. When a register is updated in one cycle, the variables used
in its update function in the previous cycle are considered “read”.
Propagation via read flags originates in non-blocking assignments, as
shown in lines 11 to 14 in Fig. 5. In line 11, positive mux1_w means
register buff1 is to be updated. Since value for mux1 is read for the
update, mux1_r is positive. This is propagated back to variables that
mux1 depends on, start and op1, as shown by the arrows. Lines
2 and 3 show the expressions of read flags for conditional statements.
Lines 5 and 6 show the expressions for arithmetic/logical statements.
Read flags are simply propagated by bit-select/concatenate statements
(not shown in Fig. 5).

Assertions: Assertions to check for liveness of register op1 and
buff1 are shown in lines 15 and 16, respectively, in Fig. 5. These



assertions check that registers are not read before written. If an
assertion is proven to be true for all executions, the corresponding
register is not an ASV. Otherwise if a counterexample is found,
the register is a live register and thus a potential ASV. Suppose
START_COMPUTATION (start = 1, addr = 0) is issued with
positive start_w in cycle t0. Then mux1_w is also positive in
t0. According to the propagation of read flags, shown by the red
arrow in Fig. 5, op1_r is positive. As op1_w is 0 in cycle t0, a
counterexample is found for the assertion of op1, and thus it is a
live register. On the other hand, for register buff1, by combining
lines 5, 13, 14 in Fig. 5 and line 9 in Fig. 4, we have:

assign buff1_r = (buff1_w | buff2_w)
& (2(sum_s != sum_next_s))

Note that buff1 and buff2 must be written simultaneously. There-
fore buff1_w and buff2_w must be equal to each other. Then it is
easy to see that buff1_r can never be positive without buff1_w
being positive. As a result, the assertion for buff1 is always true
and it is not live and thus not an ASV. (Similarly for buff2.) These
analyses demonstrate how our algorithm can distinguish ASVs and
non-ASVs with the help of auxiliary variables.

IV. EXPERIMENTAL RESULTS AND DISCUSSION

We applied our algorithms to four application-specific accelerators
and two processors.

Designs AES SHA GB RBM 8051 Pico
RISCV

# Registers 420 42 343 408 149 182
# Register Bits 7563 1612 4959 6049 792 1688

# RTL LoC 1111 1837 6915 12971 13464 2014
# Mem Bits 0 0 4016 3.7MB 128 0

TABLE I: Statistics of RTL designs used in experiments

Table I shows statistics of the RTL designs used in our experiments,
and the results for our three algorithms are shown in Table II.
The first row of Table I lists the name of the design: “AES” is a
cryptographic engine from OpenCores [18], which implements the
Advanced Encryption Standard. “SHA” is an RTL implementation
of a cryptographic hash function [30]. “GB” is an image processing
accelerator for Gaussian Blur algorithms [31] originally designed in
the domain specific language Halide [32] and high-level synthesized
to Verilog. “RBM” is an accelerator supporting both training and
prediction phases of Restricted Boltzmann Machine, a stochastic
neural network algorithm [33]. We choose these designs as represen-
tative accelerators for cryptography, image processing, and machine
learning that are widely used in modern SoCs. Among processors,
“8051” [34] is a micro-controller of the MCS-51 family. It supports
all 140 instructions in its ISA as well as a UART, two timers,
and interrupts. “PicoRISCV” [35] is a size-optimized RISC-V core
(without pipeline) that implements the RV32I instruction set.

We use JasperGold [36] for all model checking queries. The
experiments are conducted on machines with 32 cores (Intel Xeon
Gold 6142) and 384GB of memory. In the AsvAOD algorithm, the
budget (time and bound) of each model checking query is dynami-
cally assigned based on the instance. For the AsvTA algorithm, each
assertion is given a time-out of two hours. For the AsvLA algorithm,
the times-out is 120 hours (since all assertions are checked together).
For time-outs in any algorithm, the checked registers are classified
as potential (as opposed to confirmed) ASVs – this contributes to
over-approximation in the reported set of ASVs.

In Table II, the second column reports the number of total variables
in the design including registers and memories/arrays. The third
column (# Manually Determined ASV) lists the numbers of ASVs
determined through manual inspection of the design, reported as
#register/#memory ASVs. (We assume that these have been correctly
determined for use as the reference.) For each algorithm, we report
the runtime (Time) and memory usage (Memory) for all model
checking queries using JasperGold. (The runtime for code instru-
mentation and assertion generation is negligible compared to the
model checking time, and is thus not included here.) In the “ASV”
column, we report the number of ASVs identified by the algorithm
as #registers/#memory These numbers include the confirmed ASVs
as well as potential ASVs. We also report in parentheses the number
of ASVs for which the model checking timed out, due to which we
regard them as potential ASVs. Note that this number is 0 for many
designs in two algorithms, but high for GB. “N/A” in these columns
means that most queries timed-out, so no useful result is available.

A. AsvAOD Results: Checking AOD using Self-Composition

In the AsvAOD algorithm, there are two critical factors that impact
the run time: 1) the complexity of model checking queries, and
2) the quality of variable group candidates. Checking hyperproperty 1
using self-composition requires making two copies of the design and
therefore increases the problem state space. However, by starting
from an arbitrary initial state with inductive invariants, both the
counterexample length and proof depth are effectively shortened –
a strength of this algorithm. Overall, we found checking hyper-
properties manageable in all the case studies. Another performance-
impacting part is the CEGAR-style refinement loop. Besides limiting
the number of iterations, we also avoid certain types of variables,
e.g., internal memory, when generalizing the refinements. Multiple
reachability checks are grouped together to utilize the multi-property
engines in JasperGold for further speedup.

To evaluate our variable group selection effectiveness, we also
compared the total number of iterations in the optimization procedure
(not reported in the table). For most designs, the optimization
converged quickly. One exception is PicoRISCV, a design without
hierarchy. With less precise variable groups, the optimization ends
up taking more (smaller) steps.

B. AsvTA Results: Taint Analysis based Algorithm

The AsvTA algorithm can find a set of ASVs with little over-
approximation for several designs including AES, SHA, and Pi-
coRISCV. For the other designs the over-approximation was higher.
For 8051, it over-approximated ASVs only in the UART module,
because the UART works asynchronously and we cannot statically
specify when the outputs of the UART are valid using any valid
signal. For the remaining designs, the source of over-approximation
is due to time-outs. In particular, if an instruction execution takes a
large number of cycles, the model checker needs to reason over this
large number of cycles and may time-out, e.g., GB runs more than
three thousand execution cycles before giving the first valid output.

C. AsvLA Results: Liveness Analysis based Algorithm

From the results in Table II, we see that the AsvLA algorithm
can find a set of ASVs with little over-approximation in reasonable
time for most designs. Here, checking properties for all registers
simultaneously benefits from the multi-property verification engines
in JasperGold. For instance, in 8051, the proofs for 55 properties
are completed by a single run of the multi-property engine. These
properties are highly related to each other. Further, the scope of the



Designs # Total
Variables

# Manually
Determined
ASV

Algorithm 1: AsvAOD Algorithm 2: AsvTA Algorithm 3: AsvLA
Time

Memory # ASV
Time

Memory # ASV
Time

Memory # ASV
(hr:min:sec) (hr:min:sec) (hr:min:sec)

AES 420 5/0 00:13:47 8.4G 8/0 (8) 137:10:03 100.2G 5/0 (0) 00:16:58 92.3G 10/0 (0)
SHA 42 3/0 00:02:57 1.2G 11/0 (11) 00:01:05 546M 5/0 (0) 00:00:17 2M 7/0 (0)
GB 343 8/16 01:48:39 7.3G 16/16 (13) 136:17:01 256G 132/16 (70) 120:00:00 280G 308/16 (253)

RBM 408 27/22 05:38:24 7.2G 104/22 (104) N/A N/A N/A 19:48:38 351G 27/36 (0)
8051 149 49/1 00:54:14 5.7G 68/1 (68) 43:24:07 74.5G 77/1 (13) 11:40:32 118G 70/1 (0)

PicoRISCV 182 33/0 57:54:20 80.4G 50/0 (50) 41:11:45 22.4G 39/0 (0) 00:39:03 23.9G 43/0 (0)

TABLE II: Model checking results for all algorithms. # Total Variables: total number of register and memory variables, # Manually Determined
ASV: number of ASVs based on human inspection: #registers/#memory, Time: model checking runtime, Memory: memory used, ASV: number
of found ASVs reported as follows: #register ASVs/#memory ASVs (#ASVs with timed-out proof). “N/A” indicates that most model checking
queries timed out, so no valid result is available.

property check is only within one instruction, and we do not check if
the result of the register read eventually impacts any outputs. While
this can lead to over-approximation, it results in faster verification
run times. However, for the GB design, this algorithm also resulted
in many timed-out properties, for the same reasons as for AsvTA.

By studying the over-approximated ASVs reported by AsvLA, we
found three main causes for over-approximations:

1) Registers in the control logic may be read during instruction
processing, even when they are not involved in retaining the state
across instructions. For example, while the mem state register in
PicoRISCV is not an ASV, its value is read as a part of the instruction
processing control state, and thus it is falsely recognized as an ASV.
Such over-approximation is mostly seen in the processor case studies,
as they have many control logic FSMs.

2) Even though some register is live at the start of an instruction,
and its value is read to update some other register, these updates may
not affect any outputs.

3) Some registers used for performance optimization may be falsely
determined to be ASVs. For example, some accelerator designs use
registers to store the last input value. If the next input value is the
same as the last one, the accelerator returns cached results directly
for better performance and energy efficiency (referred to as memo
functions in programming). These registers are live, but may not be
ASVs, since the outputs could be computed without them.

The three kinds of over-approximations occur because the weaker
”liveness” condition is being used to over-approximate the set of
ASVs. The AsvLA algorithm is trading-off precision of results for
faster performance through verifying multiple properties together.

D. Soundness of Results and Staged Algorithm

As discussed earlier, our algorithms are sound. As a sanity check
for our implementations, we confirmed by manual inspection that no
ASVs are missed in the results for any of the three algorithms.

Although all three algorithms are sound, Table II shows that there is
no single winner across all cases, in terms of the quality of abstraction
and execution time. This prompts our consideration of different
combinations of these algorithms. The simplest combination is to
use them all, and then determine the ASV set as the intersection of
the ASV sets reported by the three algorithms (since each algorithm
returns an over-approximation of the actual set of ASVs). Running
them all can be done in parallel or sequentially, depending on the
available computing resources. We refer to these as the Run-All
Parallel and Run-All Sequential algorithms.

The algorithms can also be run in some sequence, with the later
algorithms needing to only consider the potential ASVs of the

previous algorithms. This sequence can be determined based on
characteristics of the examples, as discussed below.
• The runtime and memory consumption of the AsvAOD algo-

rithm are low for most cases. The exception is non-hierachical
designs (e.g., PicoRISCV) because this algorithm crucially
depends on design hierarchy for grouping variables. It also
performs especially well for designs with instructions that take
a large number (> 1000) of cycles to finish (e.g., GB). (This
information is available in the design documentation and does
not need RTL analysis.) This is because it starts from an arbitrary
state with inductive invariants, in contrast to the other two
algorithms that start from the reset state.

• For designs whose instructions finish within 100 cycles as per the
design documentation (e.g., AES, SHA, 8051 and PicoRISCV),
the AsvTA algorithm usually finds the smallest set of ASVs at
the cost of longer runtimes. Thus, for these cases, this algorithm
is suitable for refining the results of other algorithms. For designs
where it is hard to define when the outputs are valid (e.g.,
UART in 8051), the AsvTA algorithm results in a larger over-
approximation of ASVs and should be avoided.

• For most designs, the AsvLA algorithm can find a set of ASVs
with slightly more over-approximation in reasonable time. The
exception is designs with instructions that take many cycles to
finish, e.g., GB. Unlike the AsvAOD algorithm, this algorithm
is not at a disadvantage in non-hierarchical designs, so it can be
used as the first one for non-hierarchical designs with moderate
instruction completion times.

Based on the above characteristics, we considered the following
Staged Algorithm that combines the three algorithms:
• For hierarchical designs, first run the AsvAOD algorithm, then

refine with the AsvLA algorithm, followed by the AsvTA
algorithm.

• For non-hierarchical designs, first run the AsvLA algorithm, fol-
lowed by the AsvTA algorithm, and skip the AsvAOD algorithm.

We ran experiments with this Staged Algorithm on our case studies,
with a total time limit of 24 hours. The number of ASVs found and
the total model checking runtime of the Staged Algorithm are shown
in the “Auto” column and “Staged” columns in Table III. This number
of ASVs reported is the same as the intersection of the results of the
Run-All algorithms (parallel or sequential) and this is achieved in
much less time than the Run-All algorithms.

E. Quality of Abstractions

The quality of the abstraction provided by a set of ASVs is reflected
in the number of state bits in the set of ASVs, relative to the number



Designs Time (hr:min:sec) # ASVs
Staged Run-All P Run-All S Manual Auto

AES 01:57:32 137:10:03 137:40:48 5/0 5/0
SHA 00:04:01 00:02:57 00:04:19 3/0 5/0
GB 01:56:02 136:17:01 258:05:40 8/16 16/16

RBM 24:00:00 19:48:38 25:27:02 27/22 27/22
8051 00:57:31 43:24:07 55:58:53 49/1 64/1

PicoRISCV 02:17:27 57:54:20 99:06:05 33/0 37/0

TABLE III: Results of combining algorithms
“Staged” column shows the model checking time for the Staged Algorithm.
“Run-All P” shows runtime for running the three algorithms in parallel. “Run-
All S” shows runtime for running them sequentially. “Manual” column lists
numbers of manually determined ASVs (same as the third column in Table II).
“Auto” column lists the number of ASVs found by the Staged Algorithm.

Designs AES SHA GB RBM 8051 PicoRISCV
Automatically

Determined (%) 3.83 3.54 6.25 5.22 52.5 62.4

Manually
Determined (%) 3.83 2.98 4.82 5.22 46.8 60.7

TABLE IV: Quality of abstractions
Measured as ratio (%) of number of register bits in ASVs and in RTL.
The ‘Automatically Determined %” row corresponds to “Auto” column of
Table. III. The “Manually Determined %” row corresponds to “# Manually
Determined ASVs” column in Table II.

of state bits in the given RTL model. Since this is the first work to
automatically determine ASVs from RTL designs, there is no other
work to compare this against, because a comparison with the size of
abstractions at other levels would not be fair. Instead, we compare
it against the manually determined ASVs. (As before, we assume
these are determined correctly for the purpose of this comparison.)
We calculate the percentage of register bits in the respective ASVs
in comparison to RTL, shown in Table IV. (We did not include the
bits for memories because memories are usually treated differently
than registers by model checking tools.)

The “Automatically Determined %” row in Table IV shows the
percentage of bits retained in the ASVs in the “Auto” column of
Table. III. The “Manually Determined %” serves as a lower bound
of “Automatically Determined %.” We can see that although the set
of AVSs are over-approximated for some designs, the percentage of
reported bits is very close to the lower bound for all designs.

Further, note that for the first four designs in Table IV, the reported
ASV state bits are less than 7% of original RTL model. While
compared with accelerators, the number of reported ASV state bits
for processors (8051, PicoRISCV) is larger, the set of reported ASVs
still provide significant abstraction, as the size of the state space for
verification grows exponentially with the number of state bits.

V. RELATED WORK

Our work is broadly related to other efforts in hardware abstrac-
tions, their automatic generation, and verification.
Architecture-level Abstractions. For processors, stratified program
synthesis has been used to generate an x86 ISA specification [16].
It synthesizes semantically equivalent programs with a base set
of instructions to model more complex instruction specifications.
However, this method may not cover all instructions due to limitations
of the synthesis engine, and is only applicable to processors. A
more recent work uses template-based program synthesis to generate
architecture-level abstractions for accelerators [11]. But this method
requires users to identify the ASVs and provide the synthesis tem-
plates. Our goal is to automatically identify the ASVs from a given
RTL implementation.

FSM/EFSM based Hardware Abstractions. There have been some ef-
forts on automatic generation of hardware abstractions such as Finite-
State Machines (FSM) and its variant Extended Finite-State Machine
(EFSM) [37]–[40]. For example, A2T [14] automatically merges
states in an EFSM into macro states and eventually converts EFSM
of the hardware to Transaction-level Model (TLM) abstractions.
Although the number of states is reduced by this method, the merged
macro state still contains implementation details, e.g., how the data
are transmitted, buffered or processed in the specific hardware, and
thus this is not a suitable architecture-level abstraction for specifying
software-visible updates. Path Predicate Abstraction [41] groups FSM
states into sets based on predicates. Only “important” state sets are
retained in the FSM while other states are abstracted as intermediate
operations. This approach reduces the state space significantly, but
it needs manually-specified predicates, which is an iterative process
and needs understanding the hardware design. Our approach does not
need any information about the design implementation, other than the
encoding and finish conditions for valid instructions at the interface.
This information is generally available from user manuals as it is also
needed for test generation. Further, Path Predicate Abstraction also
retains an “operational view” of the implementation [41], i.e., how
hardware does the computation, retaining more detail than is needed
in the architecture-level abstractions.
Other Hardware Abstractions. BlueSpec [42], Esterel [43], and
SystemC [44] have been used to manually construct high-level models
to support hardware design and verification. Similarly Hardware
Transactions [4], and Transaction-Level Modeling (TLM) [13] have
been used for high-level modeling of components and their communi-
cation. Some of these also support synthesis to RTL implementations,
but they do not target architecture-level abstractions as such.

ATLAS [45] targets term-level abstraction, which abstracts bit-
level data representations into symbolic terms. UCLID [46] em-
ploys not only data abstraction, but also operator abstractions with
uninterpreted functions. These abstractions help reduce complexity
for formal verification and can also be applied to architecture-level
abstractions.
Taint Analysis and Verification. Our proposed algorithms are related
to prior work on taint analysis [23], information flow security verifi-
cation [21], [22] and constant-time code verification [28]. However,
our purpose is different – to find ASVs. Correspondingly, the details
of taint tracking are different in our algorithms.

VI. CONCLUSIONS AND FUTURE WORK

Architecture-level abstractions of hardware are needed for effective
system-level co-verification in SoCs. We consider the broad problem
of deriving such abstract models from legacy RTL. The key first
step is to automaticly determine architectural state variables (ASVs)
in RTL designs. We provide three different ways of characterizing
over-approximated sets of ASVs – using sensitivity analysis, taint
analysis, and liveness analysis. We provide an algorithm for each of
these, as well as their experimental evaluation on a set of processors
and accelerators. Our experiments show that all these algorithms give
sound results with no ASVs missed. There is no clear winner among
the three algorithms across all designs, and we explore using their
combinations based on the design characteristics in our case studies.
Further, while the ASVs found are over-approximated for some
designs, the quality of abstractions with the combined algorithms is
high with encouraging results. Future work will complete the task of
deriving these architecture-level abstractions using these ASVs. That
work will focus on extracting the state-update function from the RTL
design for these ASVs for each processor/accelerator instruction.
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